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Overview

Infinite-horizon Markov decision model (S ,A,P, c, γ):

◮ S is the state space, A is the action space

◮ P ∈ P(S |S × A) is the transition probability kernel

◮ c ∈ Bb(S × A) is a reward function, and γ

Minimise over Markov policies S ∋ s → π(da|s) ∈ P(A) the objective:

V π
τ (s) = Eπ

s

 ∞

n=0

γn

c(sn, an) + τ KL(π(·|sn)|µ)


∈ R ∪ {∞} . (1)

Policy gradient (RL) / Fisher–Rao flow on the space of signed kernels:

∂tπt(da|·) = −δV πt
τ

δπ
(·, a)πt(da|·) , t > 0 . (2)

Mirror Descent on the space of bounded functions:

∂tZt(s, a) = −δV πt
τ

δπ
(s, a) , πt(da|s) = π(Zt)(s, a) ∝ eZt (s,a) , t > 0 . (3)

Aim: Show (3) is well posed, πt = π(Zt) solves (2), V
πt → V ∗ exponentially.
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Outline

◮ Key properties of Kullback–Leibler divergence

◮ Entropy-regularised MDP for general state-action spaces

◮ Gradient flow derivation

◮ Short overview of existing results

◮ Well posedness and convergence

◮ Stability
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Kullback–Leibler divergence aka relative entropy
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Relative entropy - definition and basics

Recall that if A is Polish ν, µ ∈ P(A) and if µ(B) = 0 =⇒ ν(B) = 0 for every
B ∈ B(A) then we say ν is absolutely continuous w.r.t. µ.

For µ ∈ P(A) define

P(A) ∋ ν → KL(ν|µ) =


A
ln dν

dµ
ν(da) if ν is absolutely continuous w.r.t. µ ,

+∞ otherwise .

Note that 

A


ln

dν

dµ

−

ν(da) =



A


ln

dν

dµ

−
dν

dµ
µ(da)

and s → (ln s)−s ≥ 0 is bounded for s ≥ 0, so KL is well defined.

Moreover s ln s ≥ s − 1 for s ≥ 0 (with equality only if s = 1) and so

KL(ν|µ) =


A


ln

dν

dµ


dν

dµ
µ(da) ≥



A


dν

dµ
− 1


µ(da) = 0 ,

with equality only if dν
dµ

= 1 i.e. if ν = µ.
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Relative entropy - variational formula

Variational formula: for f ∈ Bb(A):

inf
ν∈P(A)



A

f dν + KL(ν|µ)


= − ln



A

e−f µ(da) ,

and if
dν∗

dµ
(a) =

e f (a)
A
e−f (a′)µ(da′)

then ν∗ = argminν∈P(A)


A
f dν + KL(ν|µ)


.
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Relative entropy - dual formulation and convexity

Donsker–Varadhan variational formula

KL(ν|µ) = sup
g∈Cb(A)



A

g(a) ν(da)− ln



A

eg(a) µ(da)



and

KL(ν|µ) = sup
ψ∈Bb(A)



A

ψ(a) ν(da)− ln



A

eψ(a) µ(da)


.

Convexity:

◮ P(A)× P(A) ∋ (ν, µ) → KL(ν|µ) is convex, lower-semicontinuous.

◮ For fixed µ ∈ P(A) we have

{ν ∈ P(A) : KL(ν|µ) < ∞} ∋ ν → KL(ν|µ)

strictly convex.

All from [Dupuis and Ellis, 1997, Ch. 1, Sec. 4].
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Entropy-regularised MDPs on Polish spaces
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Entropy-regularised MDP

◮ S , A Polish, P ∈ P(S |S × A), c ∈ Bb(S × A) and γ ∈ [0, 1).

◮ Hn := (S × A)n × S is the space of admissible histories.

◮ Π = {π = {πn}n∈N0 : πn ∈ P(A|Hn)} the set of randomised policies.

◮ (Ω := (S × A)N0 ,F) the canonical sample space, F = B(Ω).

By [Bertsekas and Shreve, 2004, Proposition 7.28], for any given initial
distribution ρ ∈ P(S) and policy π ∈ Π, there exists a unique product
probability measure Pπ

ρ on (Ω,F) with expectation denoted Eπ
ρ such that for all

n ∈ N0, B ∈ B(S) and C ∈ B(A), Pπ
ρ (s0 ∈ B) = ρ(B) and

Pπ
ρ (an ∈ C |hn) = πn(C |hn), Pπ

ρ (sn+1 ∈ B|hn, an) = P(B|sn, an) , (4)

where hn = (s0, a0, . . . , sn−1, an−1, sn) ∈ Hn.

◮ If π is a randomised Markov policy (i.e., πn ∈ P(A|S) for all n ∈ N0), then
{sn}n∈N0 is a Markov process with kernel {Pπ,n}n∈N0 ∈ P(S |S) given by

Pπ,n(ds
′|s) =



A

P(ds ′|s, a)πn(da|s), ∀s ∈ S , n ∈ N0 .
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Entropy-regularised MDP

◮ Fix τ > 0 and µ ∈ P(A).

Regularised value function:

V π
τ (s) = Eπ

s

 ∞

n=0

γn

c(sn, an) + τ KL(πn(·|hn)|µ)


∈ R ∪ {∞} , (5)

where

KL(µ′|µ) =


A

ln
dµ′

dµ
(a)µ′(da)

if µ′ ≪ µ, and ∞ otherwise for µ′ ∈ P(A) .

Optimal value function V ∗
τ : S → R ∪ {∞} is

V ∗
τ (s) = inf

π∈Π
V π

τ (s), ∀s ∈ S . (6)
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Let
Πµ = {π ∈ P(A|S) : ln dπ

dµ
∈ Bb(S × A)} .

Lemma 1 (Policy Bellman equation)

Let π ∈ Πµ, τ > 0. The value function V π
τ is the unique bounded solution of

V π
τ (s) =



A


c(s, a) + τ ln

dπ

dµ
(a|s) + γ



S

V π
τ (s ′)P(ds ′|s, a)


π(da|s), ∀s ∈ S .

Proof hint. For each u ∈ Bb(S), π ∈ Πµ, and s ∈ S , define

Lπ
τ u(s) =



A


c(s, a) + τ ln

dπ

dµ
(a|s) + γ



S

u(s ′)P(ds ′|s, a)

π(da|s) ,

and show that it’s a contraction on Bb(S).
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Theorem 2 (Dynamic programming principle)

Let τ > 0. The optimal value function V ∗
τ is the unique bounded solution of

the following Bellman equation:

V ∗
τ (s) = inf

m∈P(A)



A


c(s, a) + τ ln

dm

dµ
(a) + γ



S

V ∗
τ (s

′)P(ds ′|s, a)

m(da), ∀s ∈ S .

Consequently, for all s ∈ S,

V ∗
τ (s) = −τ ln



A

exp


− 1

τ
Q∗

τ (s, a)


µ(da),

where Q∗ ∈ Bb(S × A) is defined by

Q∗
τ (s, a) = c(s, a) + γ



S

V ∗
τ (s

′)P(ds ′|s, a) , ∀(s, a) ∈ S × A.

Moreover, there is an optimal policy π∗
τ ∈ Pµ(A|S) given by

π∗
τ (da|s) = exp (−(Q∗

τ (s, a)− V ∗
τ (s))/τ)µ(da) , ∀s ∈ S . (7)

Proof hint. The usual, no need for measurable selection as the infimum is
attained [Dupuis and Ellis, 1997, Proposition 1.4.2].
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Entropy-regularised MDP - Markov policies

DPP and the Bellman eq. imply we can restrict our policy class to

Πµ = {π ∈ P(A|S) : ln dπ

dµ
∈ Bb(S × A)}

identified with {π(f ) | f ∈ Bb(S × A)} ⊂ Pµ(A|S), where
π : Bb(S × A) → Pµ(A|S) is defined by

π(f )(da|s) = e f (s,a)
A
e f (s,a′)µ(da′)

µ(da), ∀f ∈ Bb(S × A) . (8)

13 / 44



Entropy-regularised MDP - some useful objects

Q-function

Qπ
τ (s, a) = c(s, a) + γ



S

V π
τ (s ′)P(ds ′|s, a) . (9)

N.B. recall

V π
τ (s) =



A


c(s, a) + τ ln

dπ

dµ
(a|s) + γ



S

V π
τ (s ′)P(ds ′|s, a)


π(da|s), ∀s ∈ S .

so that

V π
τ (s) =



A


Qπ

τ (s, a) + τ ln
dπ

dµ
(a|s)


π(da|s) . (10)

For each π ∈ P(A|S), we define the occupancy kernel dπ ∈ P(S |S) by

dπ(ds ′|s) = (1− γ)
∞

n=0

γnPn
π(ds

′|s) . (11)

Let

V π
τ (ρ) =



S

V π
τ (s)ρ(ds) and dπ

ρ (ds) =



S

dπ(ds|s ′)ρ(ds ′) .
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Gradient flow
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Performance difference

Lemma 3 (Performance difference)

For all ρ ∈ P(S) and π,π′ ∈ Πµ,

V π
τ (ρ)− V π′

τ (ρ) =
1

1− γ



S



A


Qπ′

τ (s, a) + τ ln
dπ′

dµ
(a|s)


(π − π′)(da|s)dπ

ρ (ds)

+
τ

1− γ



S

KL(π(·|s)|π′(·|s))dπ
ρ (ds) .

Lemma 4 (Feynmann–Kac formula)

Let π ∈ P(A|S) and f , g ∈ Bb(S) such that for all s ∈ S,

f (s) = γ



A



S

f (s ′)P(ds ′|s, a)π(da|s) + g(s) .

Then f (s) = 1
1−γ


S
g(s ′)dπ(ds ′|s) for all s ∈ S.
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Performance difference - proof
Proof of Lemma 3.

By (10), for all s ∈ S ,

V π
τ (s)− V π′

τ (s)

=



A


Qπ

τ (a|s) + τ ln
dπ

dµ
(a|s)


π(da|s)−



A


Qπ′

τ (s, a) + τ ln
dπ′

dµ
(a|s)


π′(da|s)

=



A


Qπ′

τ (s, a) + τ ln
dπ′

dµ
(a|s)


(π − π′)(da|s)

+



A


Qπ

τ (s, a) + τ ln
dπ

dµ
(a|s)− Qπ′

τ (s, a)− τ ln
dπ′

dµ
(a|s)


π(da|s)

=



A


Qπ′

τ (s, a) + τ ln
dπ′

dµ
(a|s)


(π − π′)(da|s)

+ γ



A



S


V π

τ (s ′)− V π′
τ (s ′)


P(ds ′|s, a)π(da|s) + τ KL(π(·|s)|π′(·|s)) .

where the last equality used def. of Q fn. (9) and the fact that



A

ln
dπ

dµ
(a|s)−ln

dπ′

dµ
(a|s)π(da|s) =



A

ln

dπ
dµ

dπ′
dµ

(a|s)π(da|s) = KL(π(·|s)|π′(·|s)).

Conclude by Fubini’s theorem and Lemma 4.
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From performance difference to a derivative

We have that for all ρ ∈ P(S) and π,π′ ∈ Πµ,

V π
τ (ρ)− V π′

τ (ρ) =
1

1− γ



S



A


Qπ

τ (s, a) + τ ln
dπ

dµ
(a|s)


(π − π′)(da|s)dπ′

ρ (ds)

− τ

1− γ



S

KL(π′(·|s)|π(·|s))dπ′
ρ (ds) .

Let πε = π + ε(π′ − π). Then 1
ε
(V πε

τ (ρ)− V π
τ (ρ))

=
1

1− γ



S



A


Qπε

τ (s, a) + τ ln
dπε

dµ
(a|s)


(π′ − π)(da|s)dπ

ρ (ds)

− 1

ε

τ

1− γ



S

KL(πε(·|s)|π′(·|s))dπ
ρ (ds)

=
1

1− γ



S



A


Qπε

τ (s, a) + τ

ln

dπε

dµ
− ln

dπ

dµ


(a|s)


(π′ − π)(da|s)dπ

ρ (ds)

+
1

ε

τ

1− γ



S


KL(πε(·|s)|µ(·|s))− KL(π(·|s)|µ(·|s))


dπ
ρ (ds) .
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Linear functional derivative / first variation
For π,π′ ∈ Πµ have

lim
ε↘0

1

ε
(V πε

τ (ρ)−V π
τ (ρ)) =

1

1− γ



S



A


Qπ

τ (s, a)+τ ln
dπ

dµ
(a|s)


(π′−π)(da|s)dπ

ρ (ds) .

For any ν ∈ P(S) let

〈Z ,m〉ν =
1

1− γ



S



A

Z(s, a)m(da|s)ν(ds) , (Z ,m) ∈ Bb(S×A)×bM(A|S).

First variation of V ·
τ (ρ) relative to 〈·, ·〉ν must satisfy

lim
ε↘0

1

ε
(V (1−ε)π+επ′

τ (ρ)− V π
τ (ρ)) =


δV π

τ (ρ)

δπ


ν
,π′ − π



ν

, ∀π,π′ ∈ Πµ .

and 〈 δV
π
τ (ρ)

δπ


ν
,π〉ν = 0.

It is is given by

δV π
τ (ρ)

δπ


ν

(s, a) =


Qπ

τ (s, a) + τ ln
dπ

dµ
(s, a)− V π

τ (s)


ddπ

ρ

dν
(s) . (12)
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Dissipation of energy

Consider:

∂tπt(da|s) = −δV πt
τ

δπ
(s, a)πt(da|s) , t > 0 , (13)

where
δV π

τ

δπ
=

δV π
τ (ρ)

δπ


dπρ

= Qπ
τ + τ ln

dπ

dµ
− V π

τ ,

is the first variation rel. to state-dependent pairing 〈·, ·〉dπρ .

Chain rule (formally):

d

dt
V πt

τ (ρ) =


δV πt

τ

δπ
, ∂tπt



d
πt
ρ

= −


δV πt
τ

δπ


2

,πt



d
πt
ρ

≤ 0 .
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Policy mirror descent / Proximal policy optimization

Let λ > 0, π0 ∈ Πµ and for n ∈ N0,

πn+1 ∈ argmin
π∈P(A|S)






δVπn

τ

δπ
,π − πn



dπ
n

ρ

+
λ

1− γ



S
KL(π(·|s)|πn(·|s))dπn

ρ (ds)





∈ argmin
π∈P(A|S)



S



A

δVπn

τ

δπ
(da|s)(π − πn)(da|s) + λKL(π(·|s)|πn(·|s))


1

1− γ
dπn

ρ (ds) .

Spot the “adaptive Bregman divergence” associated with state int. neg. ent.

hν(π) =



S
KL(m(s)|µ)ν(ds) . (14)

Minimum is achieved by the pointwise in S optimization:

πn+1(·|s) = argmin
m∈P(A)



A

δVπn

τ

δπ
(s, a) (m(da)− πn(da|s)) + λKL(m|πn(·|s))


,

Mirror descent algo [Lan, 2022] (i.e., Algorithm 1) and [Xiao, 2022], natural policy
gradient update of [Kakade, 2001].

21 / 44



Policy mirror descent as λ → 0

Minimum at each step is

dπn+1

dπn
(s, a) =

exp


− 1

λ

δVπn

τ
δπ

(s, a)




A
exp


− 1

λ

δVπn
τ

δπ
(s, a′)


πn(da′|s)

.

Rearranging:

λ


ln

dπn+1

dµ
(s, a)− ln

dπn

dµ
(s, a)


= −δV πn

τ

δπ
(s, a)−λ ln



A

e−
1
λ

δVπn
τ

δπ
(s,a′)πn(da′|s) .

Interpolating in the time variable and letting λ → ∞, we obtain

∂t ln
dπt

dµ
(s, a) = −


δV πt

τ

δπ
(s, a)−



A

δV πt
τ

δπ
(s, a′)πt(da

′)


= −δV πt

τ

δπ
(s, a) ,

where in the second equality, we used the fact that

A

δVπt
τ

δπ
(s, a′)πt(da

′) = 0
(see Lemma 1).
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Dual and primal (Fisher–Rao) flows

Defining Zt = ln dπt
dµ

, we find

∂tZt(s, a) = −δV πt
τ

δπ
(s, a) , πt(da|s) = π(Zt)(s, a) , t > 0 , (15)

where the map π : Bb(S × A) → Πµ is defined by

π(Z)(da|s) := eZ(s,a)


A
eZ(s,a′)µ(da′)

µ(da) . (16)

Chain rule:
1

dπt
dµ

(s, a)
∂t

dπt

dµ
(s, a) = −δV πt

τ

δπ
(s, a) , t > 0 ,

which yields (13) i.e.

∂tπt(da|s) = −δV πt
τ

δπ
(s, a)πt(da|s) , t > 0 . (17)
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Log-linear parametrisation
Hilbert space (H,  · H) with the inner product 〈·, ·〉H.

◮ H = RN or H = ℓ2

◮ g ∈ Bb(S × A;H) be a fixed feature basis.

πθ = π(〈θ, g(·)〉H) = π(〈θ, gπθ (·)〉H) (18)

where

gπθ (s, a) := g(s, a)−


A

g(s, a′)πθ(da
′|s) .

Chain rule:

∇θV
πθ
τ (ρ) =

1

1− γ



S



A


Qπθ

τ (s, a) + τ ln
dπθ

dµ
(a|s)


gπθ (s, a)πθ(da|s)dπθ

ρ (ds) .

(19)

Natural policy gradient (NPG):

∂tθt = −F (θt)
−1∇θV

πθt
τ (ρ) , t > 0 . (20)

Fisher information operator defined by

F (θ) :=



S



A


gπθ (s, a)⊗ gπθ (s, a)


πθ(da|s)dπθ

ρ (ds) .
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Log-linear parametrisation: NPG

Compatible function approximation to approximate a centered Q-function.

For any θ ∈ H the quadratic loss ℓπθ : H → R is

ℓπθ (w) =
1

2



S



A

|Aπθ
τ (s, a)− 〈w , gπθ (s, a)〉H|

2πθ(da|s)dπθ
ρ (ds) ,

where Aπθ
τ (s, a) := Qπθ

τ (s, a)−


A

Qπθ
τ (s, a′)πθ(da

′|s) .
(21)

If w∗(θ) ∈ argminw∈H ℓπθ (w), then the first-order condition of (21) produces

F (θ)w∗(θ) =



S



A

Qπθ
τ (s, a)gπθ (s, a)πθ(da|s)dπθ

ρ (ds) . (22)

Substituting (22) into (19) and using πθ = 〈θ, g(·)〉H, we obtain

∇θV
πθ (ρ) =

1

1− γ
F (θ) (w∗(θ) + τθ) .

Hence the NPG (20) is

∂tθt = −(w∗(θt) + τθt) , t > 0 .
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Log-linear parametrisation: NPG to Fisher–Rao

If (θt)t≥0 satisfies (25) i.e.

∂tθt = −(w∗(θt) + τθt) , t > 0

then the chain rule shows that (πθt )t≥0 satisfies

∂tπt(da|s)

= −

Qt(s, a) + τ ln

dπt

dµ
(s, a)−



A


Qt(s, a

′) + τ ln
dπt

dµ
(a′|s)


πt(da

′|s)

πt(da|s)

= −

δV πt

τ

δπ
(s, a) + Et(s, a)−



A

Et(s, a
′)πt(da

′|s)

πt(da|s) ,

where

Qt(s, a) = 〈w∗(θt), g(s, a)〉H,
Et(s, a) = 〈w∗(θt), g(s, a)〉H − A

πθt
τ (s, a) .
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Gradient flows: summary
We have abstract but exact:

i) Primal:

∂tπt(da|s) = −δV πt
τ

δπ
(s, a)πt(da|s) , t > 0 . (23)

ii) Dual:

∂tZt(s, a) = −δV
π(Zt )
τ

δπ
(s, a) , t > 0 . (24)

Connected via the mirror map

πt(da|s) = π(Zt)(s, a) =
eZ(s,a)


A
eZ(s,a′)µ(da′)

µ(da) .

Practical but approximate:

i) Dual, clearly natural policy gradient:

∂tθt = −F (θt)
−1∇θV

πθt
τ (ρ) , t > 0 .

ii) Dual:
∂tθt = −(w∗(θt) + τθt) , t > 0 . (25)
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Existing results
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Key RL results

Overview of RL [Sutton and Barto, 2018] and results in discrete state-action
spaces

◮ Classical policy gradient [Sutton et al., 1999].

◮ Natural policy gradient [Kakade, 2001].

◮ Actor-critic method [Haarnoja et al., 2018].

◮ Mirror descent method [Tomar et al., 2020].

Continuous state-action spaces: [Doya, 2000], [Van Hasselt, 2012],
[Manna et al., 2022].

Entropy regularised: [Haarnoja et al., 2017, Geist et al., 2019].
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NPG / Mirror descent in discrete state and action spaces

◮ [Cen et al., 2022], entropy regularised, show linear convergence for disc.
time. versions of (13) and (15).

◮ [Cayci et al., 2021] same setting i.e natural policy gradient but for
log-linear policies i.e. discrete-time analog of (25).

◮ [Xiao, 2022] and [Khodadadian et al., 2022] achieved linear convergence
for unregularised MDPs with inexact policy evaluation by employing
geometrically increasing step sizes in NPG.

◮ [Lan, 2023] linear convergence of policy mirror descent with arbitrary
convex regularisers and [Zhan et al., 2023] convergence rates independent
of action space dimension.

◮ [Yuan et al., 2022] and [Xiao, 2022] log-linear parameterised policies with
compatible Q-function approximations, stability estimates based on L∞

and L2 approx errors respectively.

Except [Zhan et al., 2023]) all depend explicitly on the action space cardinality.
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NPG / Mirror descent in continuous state and action spaces

◮ Discrete time LQR: Polyak–Lojasiewicz (PL) / gradient dominance
condition is used to show Policy gradient has linear
convergence [Fazel et al., 2018, Bu et al., 2019, Hu et al., 2023].

◮ General MDPs with finite-dimensional parameterised policies assuming
uniform PL condition [Bhandari and Russo, 2019, Zhang et al., 2022,
Fatkhullin et al., 2023] obtain corresponding rate.

In discrete state-action setting best PL result is non-uniform [Mei et al., 2021].

◮ Mean-field softmax policies with Wasserstein gradient flow:
◮ [Agazzi and Lu, 2020] - if flow converges then to optimal.
◮ [Leahy et al., 2022] - if you regularise enough, flow converges and error

estimates to unreg.
◮ [Zhang et al., 2021] - two timescale actor/critic NPG combined with

Wasserstein, error of O(1/T ) but “proof” is formal only.
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Well posedness and convergence
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Existence of primal equiv. to existence of dual

Primal

∂tπt(da|s) = −

Qπt

τ (s, a) + τ ln
dπt

dµ
(a|s)− V πt

τ (s)


πt(da|s) . (26)

Dual

∂tZt(s, a) = − (Qπt
τ (s, a) + τZt(s, a)− V πt

τ (s)) , πt(da|s) = π(Zt)(da|s) .
(27)

Lemma 5
Let T > 0.

(1) Let Z ∈ C 1((0,T );Bb(S × A)) be such that (27) holds and define
πt = π(Zt) for all t ∈ (0,T ). Then π ∈ C 1((0,T );Πµ)

5satisfies (26).

(2) Let π ∈ C 1((0,T );Πµ) be such that (26) holds and define Zt = ln dπt
dµ

for

all t ∈ (0,T ). Then Z ∈ C 1((0,T );Bb(S × A)) satisfies (27).

5For any I ⊂ [0,∞], we write π ∈ C 1(I ;Πµ) if π ∈ C 1(I ; bM(A|S)) and πt ∈ Πµ for all
t ∈ I .
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Existence of and dissipation of energy in dual flow

Proposition 1

Let Z0 ∈ Bb(S × A) and T > 0. If Z ∈ C 1([0,T );Bb(S × A)) satisfies (27)
and πt = π(Zt) for all t ∈ [0,T ), then t → V πt

τ is differentiable, and
∂tV

πt
τ (s) ≤ 0 for all s ∈ S and t ∈ [0,T ).

Proof. The map on RHS of

∂tZt (s, a) = −

Qπt
τ (s, a) + τZt (s, a) − Vπt

τ (s)

, πt (da|s) = π(Zt )(da|s) . (28)

is only local-Lipschitz; however Z → V
π(Z)
τ (ρ) is a Lyapunov function.

i) Dissipation of energy ∂tV
π(Zt )
τ ≤ 0 means V

π0
τ ≥ Vπt

τ ≥ V∗
τ means

sup
t

Vπt
τ  ≤ max(Vπ0

τ , V∗
τ ) ,

sup
t

Qπt
τ  ≤ c + γ max(Vπ0

τ , V∗
τ ) .

ii) If (Zt )t≥0 solves (28) then ∀t ≥ 0

Zt ≤ e−τ tZ0 + 1−e−τ t

τ


c + (1 + γ)(Vπ0

τ , V∗
τ )



iii) Show a Lipschitz continuous truncation of (28) has unique soln. and Zt need never exceed the truncation.
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Theorem 6 (Linear convergence)

Let Z ∈ C 1(R+;Bb(S × A)) satisfy (27). Then for all ρ ∈ P(S) and t > 0,

V πt
τ (ρ)− V

π∗
τ

τ (ρ) ≤ τ

(1− γ)(eτ t − 1)



S

KL(π∗
τ (·|s)|π0(·|s))dπ∗

τ
ρ (ds) ,

and


S

πt(·|s)− π∗
τ (·|s)2M(A)d

π∗
τ

ρ (ds) ≤ 2e−τ t



S

KL(π∗
τ (·|s)|π0(·|s))dπ∗

τ
ρ (ds) ,

where πt = π(Zt) for all t ≥ 0 and π∗
τ is the optimal policy defined in (7).

Proof. introduce the Bregman divergence Dν : Bb(S × A)× Bb(S × A) → R defined for all f , g ∈ Bb(S × A) by

Dν (f , g) =



S


Φ(f )(s) − Φ(g)(s) −



A
(f (s, a) − g(s, a))π(g)(da|s)


ν(ds) , (29)

where π : Bb(S × A) → Pµ(A|S) is defined by (8) and Φ : Bb(S × A) → Bb(S) is defined for all
f ∈ Bb(S × A) by

Φ(f )(s) = ln



A
ef (s,a)µ(da)


, s ∈ S . (30)

Lemma 7
For all ρ ∈ P(S) and f , g ∈ Bb(S × A),

D
d
π(g)
ρ

(f , g) =



S
KL(π(g)(·|s)|π(f )(·|s))dπ(g)

ρ (ds) .
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Proof of linear convergence

By the chain rule and the definition of Φ given in (30), for all t > 0,

∂tD
d
π∗
τ

ρ

(Zt , Z
∗) = ∂t



S


Φ(Zt )(s) − Φ(Z∗)(s) −



A
(Zt (s, a) − Z∗(s, a))π∗

τ (da|s)


d
π∗
τ

ρ (ds)



= ∂t



S
ln



A
eZt (s,a)µ(da)


d
π∗
τ

ρ (ds)


−



S



A
∂tZt (s, a)π

∗
τ (da|s)dπ

∗
τ

ρ (ds)

=



S



A
∂tZt (s, a)πt (da|s)d

π∗
τ

ρ (ds) −


S



A
∂tZt (s, a)π

∗
τ (da|s)dπ

∗
τ

ρ (ds)

=



S



A
∂tZt (s, a)(πt (da|s) − π

∗
τ (da|s))dπ

∗
τ

ρ (ds)

= −


S



A
(Qπt

τ (s, a) + τZt (s, a) − Vπt
τ (s))(πt (da|s) − π

∗
τ (da|s))dπ

∗
τ

ρ (ds)

= −


S



A


Qπt
τ (s, a) + τ ln

dπt

dµ
(a|s)


(πt (da|s) − π

∗
τ (da|s))dπ

∗
τ

ρ (ds) ,

(31)

where the second to last line used the fact that Z ∈ C1(R+; Bb(S × A)) satisfies (27), and the last line used the

facts that Zt (s, a) = ln
dπt
dµ

(a|s) + ln


A eZt (s,a
′)µ(da′)


for all (s, a) ∈ S × A and



A
g(s)(πt (da|s) − π

∗
τ (da|s)) = g(s)(πt (A|s) − π

∗
τ (A|s)) = 0

for all s ∈ S and g ∈ Bb(S).
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Proof of linear convergence

Note that by Lemma 3 (performance difference lemma), for all t > 0,



S



A


Qπt
τ (s, a) + τ ln

dπt

dµ
(s, a)


(πt − π

∗
τ )(da|s)dπ

∗
τ

ρ (ds)

= (1 − γ)(Vπt
τ (ρ) − V

π∗
τ

τ (ρ)) + τ



S
KL(π∗

τ (·|s)|πt (·|s))d
π∗
τ

ρ (ds) .

(32)

Substituting this identity into (31) yields

∂tD
d
π∗
τ

ρ

(Zt , Z
∗) = −


(1 − γ)(Vπt

τ (ρ) − V
π∗
τ

τ (ρ)) + τ



S
KL(π∗

τ (·|s)|πt (·|s))d
π∗
τ

ρ (ds)



= −(1 − γ)(Vπt
τ (ρ) − V

π∗
τ

τ (ρ)) − τD
d
π∗
τ

ρ

(Zt , Z
∗) ,

where the last line follows from Lemma 7 (with f = Zt and g = Z∗). Then for all t > 0, by Duhamel’s principle

and the fact that Vπt
τ (ρ) ≤ V

π
t′

τ (ρ) for all 0 ≤ t′ ≤ t (see Proposition 1),

D
d
π∗
τ

ρ

(Zt , Z
∗) = e−τ tD

d
π∗
τ

ρ

(Z0, Z
∗) − (1 − γ)

 t

0
e−τ(t−t′)(V

π
t′

τ (ρ) − V
π∗
τ

τ (ρ))dt′

≤ e−τ tD
d
π∗
τ

ρ

(Z0, Z
∗) − (1 − γ)

 t

0
e−τ(t−t′)dt′(Vπt

τ (ρ) − V
π∗
τ

τ (ρ)) .

(33)

Note convergence of πt (·|s) in  · M(A) follows from Pinsker’s ineq. .

37 / 44



Stability
Let Q : R+ → Bb(S × A)) be arbitrary. Consider:

∂tπt(da|s) (34)

= −

Qt(s, a) + τ ln

dπt

dµ
(a|s)−



A


Qt(s, a) + τ ln

dπt

dµ
(a|s)


πt(da|s)


πt(da|s) ,

(35)

Theorem 8
Assume that π ∈ C(R+;Πµ) satisfies (34) with some Q : R+ → Bb(S × A). Then for
all ρ ∈ P(S) and t > 0,

min
r∈[0,t]

Vπr
τ (ρ)− V

π∗
τ

τ (ρ) ≤
τ

(1− γ)(eτ t − 1)



S
KL(π∗

τ (·|s)|π0(·|s))d
π∗
τ

ρ (ds)

+ 2κ

 t

0
eτ r Qπr

τ − Qr
L1

S×A,ρref⊗

πr+πref
2

 dr

,

(36)

where π∗
τ is the optimal policy defined in (7), ρref ∈ P(S) is a reference measure such

that ρ ≪ ρref , πref ∈ P(A|S) is a reference policy such that µ ≪ πref , and κ ≥ 1 is
the concentrability coefficient defined by

κ :=


dd

π∗
τ

ρ

dρref


L∞(S,ρref )

+


dd

π∗
τ

ρ ⊗ π∗
τ

dρref ⊗ πref


L∞(S×A,ρref⊗πref)

. (37)

The estimate (36) holds with Qπr
τ −Qr replaced by Qπr

τ −Qr + Fr for any measurable
F : R+ → Bb(S).
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Discussion

In practice:

1. Need to approximate π by e.g. π(f (·; θ)).
2. Need to approximate Qπ

τ .

3. Need to add e.g. regularity to evaluate quality of approximations.

4. Need to add “algorithm” (e.g. 1st order method - gradient flow) for
learning parameters of Qπ

τ approximation.

5. Need to extend convergence (and stability) by considering the entire
coupled system.

We do 1., 2. and partially 4. (least squares problem) in [Leahy et al., 2023].
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